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Introduction


This report describes a project of Sparse Matrix – Dense Vector multiplication in C++. After comparing the effectiveness of several Sparse Matrix representations in serial, the goal is to make the program parallel, and use timing for speed up results.

Background


A sparse matrix is a very large matrix that contains lots of zero’s. In order to save storage space, a sparse matrix stores only the nonzero elements.

In this project, two different sparse matrix representations were used and compared.


The first representation is based on a linked list (in C++). A first vertical linked list contains the row number and a pointer another linked list that contains every nonzero elements of the corresponding row and the column index of the element.


Example:
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The second is the usual sparse matrix representation. It uses three different vectors. The first vector Avec contains all the nonzero entries of the matrix in one single row. The second vector Ivec contains the corresponding column indexes. The third vector Irow contains the index (in Avec) of the first nonzero entry of each row in the matrix.


For the multiplication algorithm, a zero row needs to be identified by  –1.


Example:
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Comparing the two representations


To make the comparison, I ran in serial a program for sparse matrix – dense vector multiplication using the two different sparse matrix representations. The program for the first representation ran at 17 Mflops/second, and the second ran at 21Mflops/second. So, I decided to keep the second representation for the project since this method seems to be faster.

Multiplication Algorithm

int plus;

int num=0;

//for each row

for (int i=0; i<size; i++) {


plus = 1;


// if this is a zero row, go to the next row


if (Irow[num] == -1)



goto next;


// the number of entries to consider in this row is the differnece between


//

Irow[num] and Irow[num+1] if it is not -1


// if Irow[num+1] is -1, we have to look at the next number in Irow that is not -1


while (Irow[num+plus] == -1)



plus++;


// for each nonzero entry in this row


for (int j=Irow[num]; j<Irow[num+plus]; j++) {



// if the entries in Avec and x are not zero



if ( (x[Ivec[j]] != 0) && (Avec[j] != 0) )



{




// compute the multiplication




y[num] += Avec[j] * x[Ivec[j]];




// increment the flop count for timing




flop += 2;



}


}


next: ;


num++;

}

Example:
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By following the previous algorithm, we have the following:

	i
	j
	Avec[j]
	Ivec[j]
	x[Ivec[i]]
	y[i]

	0
	0
	5
	2
	7
	35

	1
	1
	2
	0
	4
	8

	1
	2
	7
	1
	1
	15

	1
	3
	9
	3
	3
	42

	2
	-1
	0
	-
	-
	0

	3
	4
	3
	1
	1
	3

	3
	5
	8
	2
	7
	59


Make it parallel

This is the method I used to make the algorithm parallel:

The sparse matrix is divided by rows and sent to a processor. Then, the local result is sent back to the processor 0. 
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General Algorithm
· Generate randomly the sparse matrix: Avec, Ivec, Irow

· Send / Receive the vectors

· Compute the local multiplication

· Send / Receive the result back to process 0

· Process 0 put the result vector together

· Display the results and timing
Speed up table
	P
	Time
	Speed up
	Mflop rate

	1
	0.002047
	-
	9.533952

	2
	0.009337
	4.56
	2.142016

	4
	0.036954
	14.96
	0.541268


This first table shows the speed up for the algorithm. We can see that they are very bad: the time (the greatest time for all processes) increases as the number of processes increases. To understand better the problem, let us see the same speed up table where the time does not include the communication between processes.

	P
	Time 2
	Speed up 2
	Mflop rate 2

	1
	0.001726
	-
	11.58748

	2
	0.000100
	0.057
	199.9800

	4
	0.000041
	0.023
	481.5121



This table of course shows much better results since the time for the longest process to finish decreases considerably as the number of processes increases.


So, an interpretation of the bad results shown in table 1 is that the time of communication between processors is very slow. Maybe because there are several Send / Receive statements: one for each vector (Avec, Ivec and Irow).

Conclusion


I was able to implement a C++ program for a sparse matrix – dense vector multiplication in parallel. I wish I had time to investigate more the communication problem between the processors: why does it take that much time to send / receive the vectors?
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